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CPU <5

@ cudaMalloc(void ** pointer, size_t nbytes)
< cudaMemset(void * pointer, int value, size_t count)
@ cudaFree(void* pointer)

int n = 1024;
int nbytes =
int *d_a = 0;
cudaMalloc( (void**)&d_a, nbytes );
cudaMemset( d_a, 0, nbytes);
cudaFree(d_a);

1024*sizeof(int);
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@ cudaMemcpy(void *dst, void *src, size_t nbytes,
enum cudaMemcpyKind direction);
< direction src dst
a CPU
< CUDA

< enum cudaMemcpyKind
< cudaMemcpyHostToDevice
< cudaMemcpyDeviceToHost
< cudaMemcpyDeviceToDevice
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<+ Release Debug EmuRelease EmuDebug

v EmuDebug
” __global__
__device___
. printf
ol GPU 1 CPU
v GPU

© NVIDIA Corporation 2008 31

- Linux <

nvcc <fFilename>.cu [-0 <executable>]

nvcc —g <Filename>.cu
- GPU
nvcc —deviceemu <filename>.cu

< CPU
nvcc —deviceemu —g <Filename>.cu

v CPU
@ gdb linux

© NVIDIA Corporation 2008 32




1

< gcudaMallocAndMemcpy

< Partl:

< Part2:

@ Part3:d_a

o Part4:

< Parts:

© NVIDIA Corporation 2008

d_b

d_b

d_a d.b

da

d_a d_b

GPU

< GPU

- void
w

w

< static

© NVIDIA Corporation 2008

varargs

CPU

1

GPU

34




@ _ global__: CPU

GPU void
J _ device__ : GPU

CPU

@ _host _ :CPU

J __host _ _ device

- CPU GPU
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kernel<<<dim3 grid, dim3 block>>>(..)

" g >>>”
3 CX Yy
-] Xy z

dim3 grid(16, 16)

dim3 block(16,16);
kernel<<<grid, block>>>(...);
kernel<<<32, 512>>>(...);
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o _global _ device

2 dim3 gridDim;

- 2
a dim3 blockDim;
a dim3 blockldx;

o dim3 threadldx;

e
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__global__ void minimal( int* d_a)

14

{
*d_a=13;

}

__global__ void assign( int* d_a, int value)

{
int idx = blockDim.x * blockldx.x + threadldx.x;
d_a[idx] = value;

}
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N=16 blockDim=4 4

N Y Y Y B B

blockldx.x=0 blockldx.x=1 blockldx.x=2 blockldx.x=3
blockDim.x=4 blockDim.x=4 blockDim.x=4 blockDim.x=4
threadldx.x=0,1,2,3 threadldx.x=0,1,2,3 threadldx.x=0,1,2,3 threadldx.x=0,1,2,3
idx=0,1,2,3 idx=4,5,6,7 idx=8,9,10,11 idx=12,13,14,15

int idx = blockDim.x * blockld.x + threadldx.x;

threadldx
blockDim 32
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void increment_cpu(float *a, float b, int N) _ global__ void increment_gpu(float *a, float b, int N)
{
int idx = blockldx.x * blockDim.x + threadldx.x;
for (int idx = O; idx<N; idx++) if (idx < N)
a[idx] = a[idx] + b; ‘ ..a[idx] = a[idx] + b;
3 ¥
void mainQ) void mainQ)
-"ih;:rementfcpu(a, b, N); . dim3 dimBlock (blocksize);
3} dim3 dimGrid( ceil( N /7 (float)blocksize) );
increment_gpu<<<dimGrid, dimBlock>>>(a, b, N);
3
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2D <

__global__ void assign2D(int* d_a, int w, int h, int value)

{

int iy = blockDim.y * blockldx.y + threadldx.y;
int ix = blockDim.x * blockldx.x + threadldx.x;
int idx = 1y * w + iX;

d_a[idx] = value;

¥
assign2D<<<dim3(64, 64), dim3(16, 16)>>>(...);

© NVIDIA Corporation 2008 41

o
- CPU
9 CUDA
@ cudaMemcpy()
- CPU
< CUDA
@ cudaThreadSynchronize()
9 CUDA
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I
int numBytes = N * sizeof(float)
float* h_A = (Float*) malloc(numBytes);

I
float* d_A = 0;
cudaMalloc((void**)&d_A, numbytes);

I
cudaMemcpy(d_A, h_A, numBytes, cudaMemcpyHostToDevice);

I
increment_gpu<<< N/blockSize, blockSize>>>(d_A, b);

I
cudaMemcpy(h_A, d_A, numBytes, cudaMemcpyDeviceToHost);

1
cudaFree(d_A);
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o Partl: d a

o Part2: 1-D 1-D

o Part3: d a

idx = blockldx.x*blockDim.x + threadldx.x
d a[idx] = 1000*blockldx.x + threadldx.x

< Partd:d_a h_a

o Partb:
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__global__ void kernel(.)

{
__shared__ float sData[256];
}
int main(void)
{

kernel<<<nBlocks,blockSize>>>(..);
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__global__ void kernel(..)
{

extern __shared__ float sData[];

}."
int main(void)

{

smBytes =
blockSize*sizeof(float);

kernel<<<nBlocks, blockSize,
smBytes>>>(..);
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» [u]lchar[1..4], [u]lshort[l..4],
[u]lint[l..4],
[u]long[l..4], float[1l..4]

XYy zZW
uint4 param;
int y = param.y;

2 dim3
J uint3

L

v (1,1,2)
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GPU
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« Compute capability 1.1
@ GB80 = Compute capability 1.0
o G84/G86/G92 = Compute capability 1.1

< AND XOR
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CPU CUDA

©

o CUDA

-l
< cudaError_t

@ cudakError_t cudaGetLastError(void)

)
wl

@ char* cudaGetErrorString(cudaError_t code)
wl

printf(“%s¥n”, cudaGetErrorString( cudaGetLastError() ) );
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d_b {an.1, anpy ---y A0}
o greverseArray_singleblock

- 1
N = numThreads = 256

« Partl: greverseArrayBlock()
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greverseArray _multiblock

[ 4

< 256
) N N/256

o Partl:

o Part2: reverseArrayBlock()
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nvcc PTX @

float4 me = gx[gtid];
me.x += me.y * me.z;

v EDG
« GPU CPU

v Open64
J GPU PTX

v Parallel Thread eXecution
(PTX)
") ISA

[Prxa=F ] °
hat
Id.global .v4_¥32 {$f1,$f3,$f5,$F7}, [$ro+0];

mad . 32 $f1, $f5, $F3, $f1;
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76 GB/s Tesla C870

@ cudaMallocHost()

” cudaMemcpy
J 3.2GB/s PClex161.0
¥ 5.2 GB/s PCle x16 2.0

« CUDA SDK bandwidthTest

© NVIDIA Corporation 2008

70

©




. C
cudaMallocHost
CUDA CPU
-] =
9 API:
o 0=

< cudaMemcpyAsync(dst, src, size, direction, 0);
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Compute capability 1.1 G84
CUDA vli.l

C

8

o API

cudaStreamCreate(&streaml);
cudaStreamCreate(&stream?2);
cudaMemcpyAsync(dst, src, size, dir, streaml);
kernel<<<grid, block, 0, stream2>>>(..);
cudaStreamQuery(stream2);

[ S SRy Shy Sy &
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@ nvce  ptx
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Id.global.
gt.global.
;d.global.
gt.global.
;d.global.

st.global.

32 $f1, [$rda+0]; /7 id:74

32 [$rd4+0], $f2; // id:75

v2.F32 {$F3,$f5}, [$rd7+0]; 7/
v2._f32 [$rd7+0], {$F4,$f6}; //
v4_f32 {$f7,$f9,$F11,$F13}, [$rd10+0]; 7/

v4.f32 [$rd10+0], {$F8,$F10,$F12,$F14}; //
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- : float
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o 356pus —
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float3 <

__global__ void accessFloat3(float3 *d_in, float3 d_out)

{
int index = blockldx.x * blockDim.x + threadldx.x;
float3 a = d_in[index];
a.x += 2;
a.y += 2;
a.z += 2;
d_out[index] = a;
ks

© NVIDIA Corporation 2008 82




© NVIDIA Corporation 2008

- float3 _@_
o float3 12
9 3
< sizeof(float3) 4 8 16
- 3 64B
to t1 t2 t3
ki i N
float3 float3 float3

83

da—=ILAEY

©

!

2
E\
Ik
H‘_ ey 1 1 & 1 7 1 1 [J::-
RJ HEAEY
B m
ik
K |

HEAEY

3 512

© NVIDIA Corporation 2008




: float3

o
a sizeof(float3)*( / )
- 3
9 0 ( / ) 2% / )
o
Q float3
> (float3*)
- ID
nall
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float3

<

__global__ void accessInt3Shared(float *g_in, float *g_out)

{

© NVIDIA Corporation 2008

int index = 3 * blockldx.x * blockDim.x + threadldx.x;

_ shared__ float s_data[256*3];
s_data[threadldx.x] = g_in[index];
s_data[threadldx.x+256] = g_in[index+256];
s_data[threadldx.x+512] = g_in[index+512];
__syncthreads();

float3 a = ((float3*)s_data)[threadldx.x];

a.x += 2;
a.y += 2;
a.z += 2;

((Float3*)s_data)[threadldx.x] = a;
__syncthreads();

g_out[index] = s_data[threadldx.x];
g_out[index+256] = s_data[threadldx.x+256];
g_out[index+512] = s_data[threadldx.x+512];
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v 12,000 <256 float
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o 359us — float3
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@ local_load
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& branch
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w instructions —

& warp_serialize —

& cta_launched —
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o CUDA_PROFILE : 1 0

+ CUDA_PROFILE_LOG:
Jcuda_profile.log

o CUDA PROFILE_CSV:1 0
@ CUDA_PROFILE_CONFIG : 4 config
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+ CUDA
o CUDA
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o float
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] CPU

& tex1Dfetch()

CUDA

& tex1D() tex2D() tex3D()
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J __syncthreads()
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9 100
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o RAW Read-After-Write

- 11

- CUDA: PTX:
X=y+5; add.f32 $f3, $f1, $f2
Z=X+3; add.f32 $f5, $f3, $f4
s_data[0] += 3; Id.shared.f32 $f3, [$r31+0]

add.f32 Sf3, 53, $f4
™)
- 192 6
< 25%
v
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<@ SM

< SM 8,192

o SM 16KB
v —ptxas-options=-v
¥ ncvw  —maxrregcount=N

« N=
- LMEM
] - LMEM
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v -cubin
@ .cubin code

architecture {sm_10}
abiversion {0}
modname {cubin}

code {
name = BlackScholesGPU__| |

Imem =0

smem = 68 < |

reg =20
bar=0 Yl' |
bincode {

0xa0004205 0x04200780 0x40024c09 0x00200780
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< int float add shift min max float mul mad:
1 4
< int multiply (*) 32
o1l
w4 24 int multiply __mul24() / __umul24()
o
o 2
- 2
- ‘n 2 foo % n ==foo & (n-1)
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1

.J —
sin  cos 1 16
a . _rep() __sin() __exp()
-
Jyl/x==rcp(x)*y 1 20
@ sgrt(x) == x *rsqrt(x) 1 20
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9 2
a _ func(): ISA
o 1 __sin(x), __exp(x), __pow(x,y)
w func():
> 5ulp

o :sin(x), exp(x), pow(x.y)

@ -use_fast_math
func() _ func()
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GPU CPU

+ CPU 0.5ulp
v 80
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9 (x+y)+z == x+(y+2)

o x=10%0 y=-10%0 z=1

< GPU CUDA

© NVIDIA Corporation 2008

1

122




<

G8x SSE IBMAIltivec Cell SPE
Format IEEE 754 IEEE 754 IEEE 754 |IEEE 754
FADD FMUL 0 0 inf -inf 0
0 1,000 1,000 0
Na
24 12 12 12
23 12 12 12
log2(x) 2”x 23 12
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G8x |IEEE 754 5
-] IEEE
- 0.5ulp
» FMAD
>
> 2 ulp
t
t
it
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float <

-
o G8x
i
] float
< float f
& Foo = bar * 0.123; 1!
4 Foo = bar * 0.123F; //float
- float
¢ Foo = sin(bar); /I
+ Foo = sinf(bar); // float
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it
w1l
-
i ID
il
o IFf (threadldx.x > 2) { }
-

s if (threadldx.x / WARP_SIZE > 2) { }
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MIVIoEA.

] GPU

o

o

o

o

o
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« CUDA
< CUBLAS: BLAS
o CUFFT: FFT
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CUBLAS

< CUDA
Subprograms:
J API

» GPU
L
] CUBLAS
» GPU
@ CUBLAS
v GPU
]
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BLAS Basic Linear Algebra

CUDA

>
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1

- BLAS
-
1 O(N)
2 - O(N?)
"] 3 - O(N3)
' 1
+ CGEMM
o BLAS CUBLAS
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CUBLAS <
« CUBLAS cublas.h
ot

< cublas + BLAS
« cublasSGEMM

< CUBLAS
«+ CUBLAS
« CUBLAS
o C CUDA
o C C++
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CUBLAS

SGEMM
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cublasinit() cublasShutdown()

@ cublasStatus cublasinit()
J CUBLAS
< GPU
9 CUBLAS API

J cublasStatus cublasShutdown()
< CUBLAS CPU
< GPU
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cublasGetError() cublasAlloc() <
cublasFree() AVIDIA

< cublasStatus cublasGetError()
J CUBLAS
S CUBLAS_STATE_SUCCESS
» cublasStatus cublasAlloc(int n, int elemSize,

Void **devPtr)

v n GPU
>l elemSize
J cudaMalloc() devPtr

J cublasStatus cublasFree(const void *devPtr)
< GPU devPtr
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Y

cublasSetVector() cublasGetVector() =2

@ cublasStatus cublasSetVector(int n, int elemSize, const void *x,
int incx, void *y, int incy)
< CPU X n GPU

y
- elemSize

v Xy incx
incy

@ cublasStatus cublasGetVector(int n, int elemSize, const void *x,
int incx, void *y, int incy)
o GPU X n CPU
y
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cublasSetMatrix() cublasGetMatrix()

©

L
L

< cublasStatus cublasSetMatrix(int rows, int cols, int elemSize,
const void *A, int Ida, void *B, int Idb)

a CPU A rows*cols GPU
B
v elemSize
o A Ida
B Idb

@ cublasStatus cublasGetMatrix(int rows, int cols, int elemSize,
const void *A, int Ida, void *B, int Idb)

a GPU A rows*cols CPU
B
FORTRAN CUBLAS <

< Fortran C

[ S S o

o CUBLAS
fortran.c
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FORTRAN

CUBLAS <

o 2
] fortran.c CUBLAS_USE_THUNKING
i)
9 CPU GPU
CUBLAS CPU
GPGPU
o
9
i)
*] BLAS
4 GPGPU
CUBLAS_ALLOC CUBLAS_FREE GPU CPU

CUBLAS_SET_VECTOR

CUBLAS_GET_VECTOR CUBLAS_SET_MATRIX

CUBLAS_GET_MATRIX
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FORTRAN 77

program matrixmod
implicit none
integer M, N
parameter (M=6, N=5)
real*4 a(M,N)
integer i, j

do j =1, N
doi=1,M
aci,j) = (i-1) * M+ j
enddo
enddo

call modify (a, M, N, 2, 3, 16.0, 12.0)

do j =1, N

doi=1,M
write(*,"(F7.0%)") a(i.j)

enddo

write (*,*) "

enddo

stop

end

subroutine modify (m, ldm, n, p, g, alpha, beta)
implicit none

integer Idm, n, p, q

real*4 m(ldm,*), alpha, beta

external sscal

call sscal (n-p+l1, alpha, m(p,q), ldm)

call sscal (ldm-p+1, beta, m(p.q), 1)

return
end
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FORTRAN 77 :

program matrixmod 1, N

implicit none i, M

integer M, N, sizeof_real, devPtrA write(*,"(F7.0$)") a(i,j)
parameter (M=6, N=5, sizeof_real=4) enddo

real*4 a(M,N) write (*,*) "~

integer i, j, stat enddo

external cublas_init, cublas_set_matrix,cublas_get matrix

external cublas_shutdown, cublas_alloc stop

integer cublas_alloc end

#define IDX2F(i,j,1d) ((CA)-D*d)+((i)-1)

subroutine modify (devPtrM, Idm, n, p, g, alpha, beta)
implicit none

integer Idm, n, p, q

integer sizeof _real, devPtrM

call cublas_init parameter (sizeof _real=4)

stat = cublas_alloc(M*N, sizeof_real, devPtrA) real*4 alpha, beta

if (stat _.NE. 0) then call cublas_sscal (n-p+1, alpha,

write(*,*) "device memory allocation failed” devPtrM+1DX2F(p,q, Idm)*sizeof_
stop real, 1dm)

endif call cublas_sscal (ldm-p+1, beta,

devPtrM+1DX2F(p,q, Idm)*sizeof_

call cublas_set matrix (M, N, sizeof _real, a, M, devPtrA, M) real,1)

call modify (devPtrA, M, N, 2, 3, 16.0, 12.0) return

call cublas_get matrix (M, N, sizeof _real, devPtrA, M, a, M) end

call cublas_free(devPtrA)
call cublas_shutdown

72
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CUFFT <

o FFT Fast Fourier Transform:

o CUFFT CUDAFFT
< NVIDIAGPU FFT

] GPU FFT
GPU
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- 1 2 3

] 1

o1 8M

32D 3D [2,16384]

w

CUFFT <

o cufftHandle
o CUFFT

@ cufftResults
3 API
o CUFFT_SUCCESS CUFFT_INVALID_PLAN
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« CUFFT_C2C CUFFT_C2R CUFFT_R2C

4 CUFFT_FORWARD (-1) CUFFT_BACKWARD (1)

o

J cufftComplex
. FFT

< N ->N/2+1

« NO > N1 > ... > Nn->NO> N1 ...

ol

© NVIDIA Corporation 2008

> (Nn/2+1)
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L
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< 2D 3D CUFFT
< FORTRAN MATLAB
@ CUFFT

IFFT(FFT(A))= length(A)*A
CUFFT APl FFTW

¢

- FFT
CUFFT
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cufftPlan1d() 5

cufftResult cufftPlanld(cufftHandle *plan, int nx, cufftType type, int batch)

] 1 FFT
batch 1 CUFFT

¢

plan cufftHandle

nx 256 FFT 256

type CUFFT_C2C

batch nx
ol

plan CUFFT 1
© NVIDIA Corporation 2008 147
cufftPlan2d () 5

cufftResult cufftPlan2d(cufftHandle *plan, int nx, int ny, cufftType type)

- 2 FFT

plan cufftHandle

nx X
ny Y
type CUFFT_C2C

plan CUFFT 2
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cufftPlan3d() <5

cufftResult cufftPlan3d(cufftHandle *plan, int nx, int ny, int nz, cufftType
type)

v 3 FFT
w

plan  cufftHandle

nx X

ny Y

nz 4

type CUFFT_C2C
-l

plan CUFFT 3
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cufftDestroy()

©

cufftResult cufftDestroy(cufftHandle plan)
J CUFFT GPU

v GPU

plan cufftHandle
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cufftExecC2C() <5

cufftResult cufftExecC2C(cufftHandle plan, cuftComplex *idata,
cufftComplex *odata, int direction)
a CUFFT
J idata GPU
- odata
J idata odata

plan cufftHandle

idata GPU

odata GPU

direction CUFFT_FORWARD CUFFT_BACKWARD

odata
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cufftExecR2C() <5

cufftResult cufftExecR2C(cufftHandle plan, cufftReal *idata,
cufftComplex *odata)
J CUFFT
idata GPU
- odata
J idata odata

8

plan  cufftHandle
idata GPU
odata GPU

odata

© NVIDIA Corporation 2008 152




cufftExecC2R() <

cufftResult cufftExecC2R(cufftHandle plan, cufftReal *idata,
cufftComplex *odata)
a CUFFT
< idata GPU
< idata
- odata
< idata odata

plan  cufftHandle
idata GPU
odata GPU

odata
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CUFFT FFT

1. CUDA

1 CUFFT

CUFFT GPU

1 1 CUFFT 2  FFT
1 FFT

CUFFT
API
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1

#define NX 256
#define BATCH 10

cufftHandle plan;
cufftComplex *data;
cudaMal loc((void**)&data, sizeof(cufftComplex)*NX*BATCH);

1 FFT */
cufftPlanld(&plan, NX, CUFFT_C2C, BATCH);

I* CUFFT */
cuffteExecC2C(plan, data, data, CUFFT_FORWARD);

I* *
cufftExecC2C(plan, data, data, CUFFT_INVERSE);
o
(6]
()
*
/* CUFFT */
cufftDestroy(plan);

cudaFree(data);
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2

#define NX 256
#define NY 128

cufftHandle plan;

cufftComplex *idata, *odata;

cudaMal loc((void**)&idata, sizeof(cufftComplex)*NX*NY);
cudaMal loc((void**)&odata, sizeof(cufftComplex)*NX*NY);

*1  FFT *
cufftPlan2d(&plan, NX,NY, CUFFT_C2C);

/* CUFFT */
cufftExecC2C(plan, idata, odata, CUFFT_FORWARD);

* *
cufftExecC2C(plan, odata, odata, CUFFT_INVERSE);

*
*

/* CUFFT */
cufftDestroy(plan);

cudaFree(idata), cudaFree(odata);
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NVIDIA

UDA

®

9

« Fortran

] API
-.J

)
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NVIDIA.

CUDA

MVIDHA.
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2 CUDA <

<« CUDA
< CUDA
o 1l 2
o loat

o float
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CUDA <

- CPU
- CUDA

<+ tex1Dfetch()

< tex1D() tex2D()
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v
] :
9 int float
@ CUDA 1 2 4
i
"] 1 2 3
4
J cudaReadModeElementType
4 cudaReadModeNormalizedFloat 8 16 int
- [-1,1] [0,1]
-l
it
@0 = [0, 1]
i
W@ cudaFilterModePoint
J cudaFilterModeLinear
w
< cudaAddressModeClamp
< cudaAddressModeWrap
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: 5

I
texture<unsigned short, 1, cudaReadModeNormalizedFloat> texRef;

I

unsigned short *dA = O;

cudaMalloc((void**)&d_A, numbytes);

cudaMemcpy(dA, hA, numBytes, cudaMemcpyHostToDevice);

I
cudaBindTexture(NULL, texRef, dA);
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cudaArray <5

i

< cudaChannelFormatDesc
gintx y z w:
< enum cudaChannelFormatKind —
& cudaChannelFormatKindSigned
& cudaChannelFormatKindUnsigned
& cudaChannelFormatKindFloat

& cudaCreateChannelDesc<float>(void);
& cudaCreateChannelDesc<float4>(void);

=~
» cudaMallocArray cudaFreeArray
cudaMemcpyToArray cudaMemcpyFromArray
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1
texture<float, 2, cudaReadModeElementType> texRef;

// CUDA

cudaChannelFormatDesc cf = cudaCreateChannelDesc<float>();

cudaArray *texArray = 0;

cudaMallocArray(&texArray, &cf, dimX, dimY);
cudaMempcyToArray(texArray, 0,0, hA, numBytes, cudaMemcpyHostToDevice);

1

texRef.normalized 0;

texRef.filterMode cudaFilterModeLinear;
texRef.addressMode = cudaAddressModeClamp;

I
cudaBindTextureToArray(texRef, texArray);
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CUDA <

MVIDHA.

« CUDA
J loat
w8 16
« cudaReadModeNormalizedFloat

e

9 API API

g APl halffoat 16
32
API

9 CUDA
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Fortran _‘:@_

o Fortran CUBLAS

o Fortran pinned

< Fortran CUDA
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SGEMM <5

13 ABC
real , dimension(ml,ml):: A, B, C

#ifdef CUBLAS

! CUBLAS SGEMM

!

call cublas_SGEMM (*n*","n",m1,ml,ml,alpha,A,m1,B,ml,beta,C,ml)
#else

! BLAS SGEMM
call SGEMM (*n®","n",m1,ml1,ml,alpha,A,m1,B,ml,beta,C,ml)
#endif

BLAS

g95 —03 code.f90 —L/usr/local/lib —Iblas
CUBLAS fortran.c NVIDIA

gcc -03 -DCUBLAS_USE_THUNKING -1/usr/local/cudaZinclude -c fortran.c
g95 -03 -DCUBLAS code.f90 fortran.o -L/usr/local/cuda/lib -lIcublas
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pinned <5

pinned PCle
. cudaMallocHost
C Fortran 2003

iso_c_binding

! C C type (C_PTR)
type(C_PTR) :: cptr_A, cptr_B, cptr_C

! Fortran

real, dimension(:,:), pointer :: A, B, C

! cudaMallocHost

! Fortran iso_c_binding

! C (A(m1,m1))

res = cudaMallocHost ( cptr_A, ml*ml*sizeof(fp_kind) )
call c_f_pointer ( cptr_ A, A, (/" m1, ml17/) )

A
! cudaMallocHost
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CUDA <

Fortran CUDA C

! Fortran -> C -> CUDA ->C ->Fortran
call cudafunction(c,c2,N)

/* :Fortran *

extern "C" void cudafunction_(cuComplex *a, cuComplex *b, int *Np)
{

int N=*np;

cudaMalloc ((void **) &a_d , sizeof(cuComplex)*N);

cudaMemcpy( a_d, a, sizeof(cuComplex)*N ,cudaMemcpyHostToDevice);

dim3 dimBlock(block_size); dim3 dimGrid (N/dimBlock.x); if( N % block_size != 0 ) dimGrid.x+=1;
square_complex<<<dimGrid,dimBlock>>>(a_d,a_d,N);

cudaMemcpy( b, a_d, sizeof(cuComplex)*N,cudaMemcpyDeviceToHost);

cudaFree(a_d);

complex_mul: main.f90 Cuda_function.o
$(FC) -o complex_mul main.f90 Cuda_function.o -L/usr/local/cuda/lib —lcudart

Cuda_function.o: Cuda_function.cu
nvcc -c -03 Cuda_function.cu
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CUDA API <

o CUDA
o
< CUDA
o CUDA
o CUDA CPU

< CUDA SDK asyncAPI

cudaEvent _t start, stop;

cudaEventCreate(&start); cudaEventCreate(&stop);
cudaEventRecord(start, 0);

kernel<<<grid, block>>>(...);

cudaEventRecord(stop, 0);

cudaEventSynchronize(stop);

float et;

cudaEventElapsedTime(&et, start, stop);

cudaEventDestroy(start); cudaEventDestroy(stop);
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+ CPU GPU

@ cudaGetDeviceCount( int* count )

« cudaSetDevice( int device )

@ cudaGetDevice( int *current_device )

@ cudaGetDeviceProperties( cudaDeviceProp* prop,
int device )

w cudaChooseDevice( int *device, cudaDeviceProp* prop )
o GPU

v 0

ol CPU 1 GPU

o CPU GPU
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CPU

v CPU
CUDA

@ CPU 2 GPU
> 3 CUDA
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CPU
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OpenGL <5

@ OpenGL CUDA

@ Direct3D9

o glDrawPixels / glTeximage2D
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OpenGL <5

&» CUDA
« cudaGLRegisterBufferObject(GLuint buffObj);
& OpenGL
4 OpenGL

i+ CUDA

« cudaGLMapBufferObject(void **devPtr, GLuint buffObj);

ol

& CUDA

<

OpenGL
& cudaGLUnmapBufferObject(GLuint buffObj);

« cudaGLUnregisterBufferObject(GLuint buffObj);
Pl :

<

OpenGL
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CUDA e

< CUDA PBO

CUDA

[ < =I% <}y =y ¢

unsigned char *p_d=0;
cudaGLMapBufferObject((void**)&p_d, pbo);
prepTexture<<<height,width>>>(p_d, time);
cudaGLUnmapBufferObject(pbo);
gIBindBuffer (GL_PIXEL_UNPACK_BUFFER_ARB, pbo);
glBindTexture(GL_TEXTURE_2D, texID);
glTexSublImage2D(GL_TEXTURE_2D, 0, 0,0, 256,256,
GL_BGRA, GL_UNSIGNED_BYTE, 0);
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CUDA e

OpenGL PBO
CUDA PBO

CUDA

CO0O0OEC

CUDA PBO

unsigned char *p_d=0;
cudaGLRegisterBufferObject(pbo);
cudaGLMapBufferObject((void**)&p_d, pbo);
postProcess<<<blocks, threads>>>(p_d);
cudaGLUnmapBufferObject(pbo);
cudaGLUnregisterBufferObject(pbo);
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